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AQME [1] (“Adaptive QBF Multi-Engine”) is a multi-engine solver for QBFs, i.e.,
a tool that selects among its reasoning engines the one which is more likely to yield
optimal results. In this note we describe the version of AQME (AQME’10) submitted to
the competitive evaluation of QBF solvers 2010 (QBFEVAL’10).

Given a QBF, the main task of AQME’10 is to select the best engine to run on the
formula. In order to accomplish such task, AQME’10 extracts the 141 syntactic features
described in [2]. The result of the above is a vector of features φ representative of the
given QBF. A classifier µ predicts the solver to be run on the basis of φ.

The strength of AQME is the retraining procedure, i.e., an adaptation schema that
is applied when the engine selection-policy fails to give good predictions. Retraining
works according to three key parameters: the time τ granted to the predicted engine,
the order on which alternative engines are tried once retraining is triggered from the set
of the AQME engines Σ, and the time τ ′ granted to each such trial. If the retraining pro-
cedure finds an alternative engine which solves a given formula in place of the initially
predicted one, then AQME updates its internal models accordingly, adding the features
vector φ (tagged with the engine) to the training set on which the classifier is trained.
A new inductive model is generated as result of this operation. Clearly, the exact values
of the above parameters may depend on the formulas to be solved, on the run-time dis-
tributions of the basic engines, and on the inductive models used to learn the selection
policy.

In AQME’10, Σ is composed by five state of the art QBF solvers, namely 2CLSQ [3],
QUANTOR [4], QUBE3.0 [5], SKIZZO [6], and SSOLVE [7]. All the engines are the
same submitted to QBFEVAL’06. The classifier µ is is implemented with the 1-nearest-
neighbor inductive model and it is built on top of the weka library. The time granted
to the predicted engine, together to the one granted to the other elements of Σ in the
case of a failure, is managed using the “Trust the Predicted Engine” (TPE) strategy.
Concerning the ordering for which the solvers are called, we used the RAW strategy
(see [1] for more details).
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